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Abstract. This paper presents a real-time system for vision-based pedestrian recognition from a moving vehicle-mounted catadioptric camera.
For efficiency, a rectification of the catadioptric image using a virtual
cylindrical camera is employed. We propose a novel hybrid combination of a boosted cascade of wavelet-based classifiers with a subsequent
texture-based neural network involving adaptive local features as final
cascade stage. Within this framework, both fast object detection and
powerful object classification are combined to increase the robustness of
the recognition system. Further, we compare the hybrid cascade framework to a state-of-the-art multi-cue pedestrian recognition system utilizing shape and texture cues. Image distortions of the objects of interest
due to the virtual cylindrical camera transformation are both explicitly
and implicitly addressed by shape transformations and machine learning
techniques. In extensive experiments, both systems under consideration
are evaluated on a real-world urban traffic dataset. Results show the contributions of the various components in isolation and document superior
performance of the proposed hybrid cascade system.

1

Introduction

The real-time detection of pedestrians from a moving camera is a challenging
and important problem. Worldwide, more than 476,000 pedestrians are involved
in traffic accidents each year where approximately 8% are fatal accidents [20]. In
urban traffic environments, difficulties arise from highly cluttered environments
and a limited field of view of conventional vison-based systems. Catadioptric
camera systems [13] providing a hemispherical field of view are able to monitor a much larger area surrounding the vehicle [6], particularly with regard to
blind spots, where pedestrians are at increased risk. Motivated by this situation, we address the recognition of pedestrians from a moving vehicle-mounted
catadioptric camera in an urban environment.

2

Previous Work

A large body of research has been done in the field of vision-based pedestrian
recognition using conventional cameras [10]. Most techniques determine region
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of interests (ROIs) in a pre-processing step based on object motion [7], stereo
[12] or a sliding window approach [5, 15, 17]. Further processing of ROIs incorporates cues such as shape and texture. Explicit shape-based recognition has
been proposed employing both discrete [12] and continuous [4] representations.
Texture-based approaches often employ classification techniques involving local
texture-based features [16], where both adaptive [23] and non-adaptive [5, 14, 17]
features are available. Recently, a fast variant of the sliding window approach
has been proposed [21], consisting of a cascade of several wavelet-based detectors, where fast detectors in the early cascade stages are combined with more
complex (but slow) detectors in the final cascade layers. In each cascade stage,
features are selected by AdaBoost [8], controlled by user-supplied performance
criteria. Up to now, there has been no work done on pedestrian recognition using
catadioptric cameras, which requires appropriate rectification of the catadioptric image to gain efficiency. Most systems only incorporate low-level obstacle
detection based on motion [9] or disparity [2] bypassing an actual classification
step, which is necessary to distinct pedestrians from arbitrary obstacles.
Optical systems can be separated into two kinds, dioptric and catadioptric
[13]. The former includes vision systems using lenses to enlarge the field of view.
The largest field of view possible for this kind of cameras is approximately 180◦ .
By contrast, catadioptric cameras are systems that combine mirrors and lenses
to achieve a larger field of view. Catadioptric systems in turn can be separated
into single viewpoint systems and non-single viewpoint systems. Single viewpoint
catadioptric systems measure only the intensity of light passing through a single
point called effective viewpoint. In contrast to non-single viewpoint systems, the
image can be transformed to new views because every light ray maps a picture
element to a distinct direction.
In this work, we consider the detection and classification of pedestrians from
a moving catadioptric camera in an urban environment. We employ a rectification of the catadioptric image using a virtual camera with a cylindrical image
plane. This simplifies the appearance of pedestrians and allows to make use of
additional constraints, e.g. the ground-plane constraint, for added efficiency. We
propose an extension to the boosted wavelet-based cascade framework [21] by
using a texture-based neural network involving adaptive local features as final
cascade stage. This hybrid cascade architecture combines fast object detection
and powerful object classification in a unified framework to increase the robustness of the recognition system. In extensive experiments involving a dataset
captured in urban traffic, we compare the novel hybrid cascade framework to
a state-of-the-art multi-cue pedestrian recognition system based on [12], where
shape-based detection is combined with texture-based classification.

3
3.1

Reference Pedestrian Recognition Systems
Boosted Cascade of Haar-Like Features

Many pedestrian recognition systems employ a combination of a multi-scale sliding window approach and powerful classification techniques, i.e. [5, 17]. The cas-
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cade framework [21, 22] provides an efficient extension to such systems by introducing a cascade of increasingly complex detectors based on simple rectangular
features (similar to Haar-wavelets) that can be evaluated very fast. The early
cascade layers are designed to quickly determine candidate regions in the image
which are then processed by more complex (but slower) detectors in the later
cascade stages. In each cascade layer, AdaBoost [8] is used to construct a classifier based on a weighted linear combination of optimal features. Additionally,
training samples are re-weighted to focus the training process on misclassified
examples. Each cascade layer is trained on a new dataset consisting of the initial
pedestrian training samples and a new set of non-pedestrian samples which is
generated by collecting false positives of the cascade up to the previous layer
on a set of images which do not contain any pedestrians. Subsequent layers are
added to the cascade until user-specified performance criteria are met.
3.2

Shape-Texture-Based Pedestrian Recognition

Pedestrian recognition systems combining multiple orthogonal cues, i.e. depth,
motion, shape, texture [10, 12], have been shown to reach state-of-the-art performance by making maximum use of the available image information. In case
of monocular images, two prominent pedestrian attributes are shape and texture. In this work, we consider a monocular version of the PROTECTOR system
[12] as performance reference by employing the shape-based pedestrian detection
module in combination with the texture-based pedestrian classification module.
Shape-based detection [12] is achieved by efficient matching of an exemplarbased shape hierarchy to the image data at hand. The shape hierarchy is constructed off-line in an automatic fashion from a set of pedestrian shape templates covering different scales and poses. On-line matching involves traversing
the shape hierarchy with the Chamfer distance [3] between a shape template
and an image sub-window as smooth and robust similarity measure. Image locations, where the similarity between shape and image is above a user-specified
threshold, are considered detections.
Detections of the shape matching step are subject to verification by a texturebased pattern classifier. Here, we employ a multi layer feed-forward neural network operating on local adaptive receptive field features (referred to as NNLRF
in the remainder) [23], which has shown to strike a good balance between classification performance and computational efficiency [16]. Further, [16] has shown,
that adaptive features are key to the performance of the NNLRF classifier which
are particularly superior to non-adaptive features, i.e. Haar-like wavelets. The
training set for the NNLRF classifier consists of a set of pedestrian samples and
non-pedestrian samples which were obtained by collecting false positives of the
shape detection module with a relaxed threshold setting.

4

Catadioptric Image Transformation

In this section, we will describe the transformations which are necessary to use
the catadioptric image to perform efficient pedestrian detection. Remaining dis-
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Fig. 1. Left: Diagram and physical catadioptric camera system. Upper right: catadioptric image captured from the camera, lower right: transformed image using a virtual
cylindrical camera.

tortions of the pedestrian shape and texture, which are due to the specific camera
setup, are handled both explicitly and implicitly, as follows. In case of the shape
templates of the shape-texture-based detector (see Section 3.2), we propose to
explicitly transform the existing set of templates by generating “virtual” shapes
based on known camera geometry. This is motivated by the fact that exact shape
contours are usually manually labeled in a laborious and costly process. Further,
we want to reuse existing shape templates for comparison purposes instead of
obtaining new shape templates. In contrast, distortions in the pedestrian texture
are implicitly learned by the pattern classifiers using manually labeled bounding
boxes which are much easier to obtain from the rectified images.
4.1

Catadioptric Camera Model

The catadioptric camera used in our system consists of a hyperbolic mirror and
a perspective camera. This ensures that all light rays pass through a single point
which is one of the two foci of the hyperboloid (f0 in Fig. 1). The center of
projection of the pinhole camera is placed in such a way that it coincides with
the second focus f1 .
2
2
2
− X b+Y
= 1 where a > 0 is the
A two-sheet hyperboloid is given by (Z−c)
2
a2
√
semimajor axis, b > 0 the semiminor axis of the hyperboloid and c = a2 + b2 .
Given an arbitrary point X = (X, Y, Z)T , the corresponding point X0 on the
hyperbolic mirror is given by the intersection of a line g = f0 + λ(X − f0 ) (see
Fig. 1), with
λ1,2 =

p
b2
, ||X|| = X 2 + Y 2 + Z 2 .
±a||X|| + cZ

(1)

Here, the intersection with the mirror is given by λ1 (see [19]), thus X0 = λ1 X,
if the origin of the coordinate system is placed in f0 . The point X0 on the
hyperbolic mirror is perspectively projected to X0 , which is the image of X0 .
The optical center of this perspective projection is defined by the second focal
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point f1 = (0, 0, 2c)T of the hyperboloid. See Fig. 1 (upper right) for an example
of catadioptric image acquisition.
4.2

Virtual Cylindrical Camera Transformation

In contrast to conventional planar perspective cameras where pedestrians, standing on the ground, appear in an upright position, the catadioptric camera model
maps pedestrian appearance to multiple orientations under non-linear distortions. The instantiation of a pedestrian model to sufficiently capture the whole
appearance space would either be very complex or require a large number of
training patterns. Further, constraints to restrict the search space, e.g. the
ground-plane constraint, where pedestrians are assumed to stand in an upright
position on the ground, are complex to incorporate.
Hence, we opted for a transformation of the catadioptric image to obtain
a perspective image using a virtual camera model with a cylinder as image
plane. The cylindrical camera preserves the aspect ratio of objects with a small
horizontal extent and offers a wide field of view. Pedestrians on the ground-plane
appear in an upright position which significantly constrains the appearance space
and facilitates compact pedestrian models. Further, points at equal distances
from the camera map to lines in the cylindrical representation, allowing for a
direct application of the ground-plane constraint.
A cylinder is defined in world coordinates X 2 + Y 2 = 1, with cylinder height
Z, such that the axis of symmetry of the cylinder is orthogonal to the groundplane. The cylindric surface is subsampled using a discrete grid. Each point
on the surface grid, Xg = (Xg , Yg , Zg )T (represented as Xc = (θc , φc , 1)T in
cylinder coordinates, with elevation θc , azimuth φc and unit radius), is projected
to the catadioptric image plane, yielding xg , using the transformation described
in Section 4.1. The pixel intensity is sampled from the catadioptric image at
location xg and assigned to Xg . Finally, the cylindric surface is unfolded to a
two-dimensional image, with elevation θ corresponding to the image y-axis and
azimuth φ comprising the image x-axis (see Fig. 1).
Remaining distortions in the objects of interest depend on the properties and
the position of the physical camera. For instance, in case of an elevated viewpoint
the common assumption that pedestrians have their torso and all extremities in
the same distance from the camera (i.e. they are “flat”), is no longer valid. Thus,
non-linear distortions are introduced which have to be handled by the pedestrian
model underlying the detector. See Fig. 2 (left). The straightforward way to
handle these distortions is to use a larger training set which includes distorted
examples. While bounding box labels to train texture-based pattern classifiers
are relatively easy to obtain, the generation of discrete shape templates, which
are used in shape-based approaches, requires much more manual effort.
Hence, we propose a technique to generalize the shape-texture-based detector
(see Section 3.2) to arbitrary camera setups, by transforming existing valuable
shape templates, guided by camera calibration. Given a set of shape templates,
that were obtained using a camera setup C0 , each shape is projected to world
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Fig. 2. Left to right: Pedestrian seen from an elevated viewpoint. 3-D shape transformation. A modified shape template, back-projected by the virtual cylindrical camera
at distances of 10m, 5m, 2m and 1m from the camera.
m
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coordinates using prior knowledge about the objects of interest, i.e. the groundplane constraint. In world coordinates, shape templates are modified to simulate
object properties such as human gait patterns. At this point, appropriate transformations are applied explicitly to (parts of the) shape contour points while
incorporating heuristics about physical properties and constraints. For instance,
the legs of pedestrians can be transformed to simulate a full human stride. Orthogonally to an explicit transformation of shape contour points, model-based
approaches to create virtual shapes can be incorporated [11]. Finally, the modified shapes are projected back using a second camera setup C1 , yielding the
transformed set of shape templates.
Fig. 2 depicts an example of the transformation of shape templates which
were acquired using a conventional planar pinhole camera at a height of 1.25m,
to be used with our cylindrical camera setup with a camera height of 2.1m.
Here, the legs of the pedestrian shape have been modified in z-dimension simulating a human stride and transformed to the cylindrical view to explicitly model
non-linear distortions occurring from the elevated view point. Other sources of
distortions can be handled by using the same technique.

5

Hybrid Cascade Framework

While the boosted cascade framework using local non-adaptive wavelet-based
features (see Section 3.1) has shown to yield good performance on real-time
object detection problems, c.f. [21], it suffers from two significant drawbacks.
Firstly, while the local rectangular image features can be computed very fast,
their representational capabilities are limited. In an extensive experimental study
[16], where several combinations of state-of-the-art features and classifiers have
been investigated, it was shown that local features which are able to adapt to
the underlying image data outperform non-adaptive local features. Secondly,
the feature selection process involving AdaBoost [8] in each cascade layer is
a greedy technique, where features and their weights are iteratively determined
and linearly combined. Thus, neither the selected features nor the corresponding
weights can be regarded as the global optimum for the whole cascade. While extensions to AdaBoost procedure addressed these drawbacks have been proposed
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Fig. 3. Hybrid cascade framework overview. A NNLRF classifier is appended to a
boosted wavelet-based cascade to combine fast object detection and powerful classification.

[18], we opt for a hybrid combination of the boosted cascade with a powerful
neural network classifier using local receptive fields (NNLRF, see Section 3.2).
In the hybrid cascade framework, as shown in Fig. 3, the NNLRF classifier
is appended to the original n-layer wavelet-based cascade as additional layer
n + 1. Similar to the training process of the cascade framework (see Section 3.1),
the NNLRF classifier is trained on the initial pedestrian dataset and a new set
of non-pedestrian samples, generated by scanning the boosted cascade over a
set of non-pedestrian images and collecting false-positives. Hence, the limitation
of the non-adaptive wavelet-based features is eliminated by the richer set of
adaptive local receptive field features of the NNLRF. Online detection involves
matching the whole n + 1-layer cascade in a sliding window fashion to the image
data at hand. Here, the early n cascade layers provide fast identification of
candidate regions which are subject to classification by the complex (and slow)
NNLRF classifier in the final cascade stage. Thus, the proposed hybrid cascade
framework unifies fast object detection and powerful object classification in a
single framework to increase the robustness of the whole recognition system.

6

Experimental Evaluation

In this section, we evaluate the performance of the proposed hybrid cascade
framework and compare it to a shape-texture-based detector (see Section 3.2)
on a real-world urban traffic dataset under daytime conditions. Our training set
consists of approx. 35 different persons occurring in 1,398 rectified images (see
Section 4.2). From these images 2,134 labeled pedestrian examples are available.
Other than assuming pedestrians standing in an upright position, we pose no
constraints on pose and appearance. Negative training samples are acquired from
the same images by collecting false positives of the corresponding detectors for
each system under consideration. Here, resulting negative samples contain a bias
towards more “difficult” patterns. All training examples were commonly scaled
to 9 × 18 (cascade) and 18 × 36 (NNLRF), including a border of a few pixels in
order not to lose contour information. See Fig. 4. Additionally, an independent
hierarchy of 2,959 pedestrian shapes is available for the shape-texture-based
detector. This hierarchy has been adapted to our custom camera setup to include
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Fig. 4. Positive (left) and negative (right) examples from the dataset.

5,918 shapes by generating virtual shapes, as denoted in Section 4.1. The cascade
makes use of a set of pre-defined rectangular features of size up to 3 × 3 pixels,
whereas the NNLRF classifier employs 5 × 5 pixel local adaptive receptive fields.
All systems are tested on an independent image sequence comprising 689
images and 992 pedestrian labels (created from approx. 15 different real-world
persons). No real-world pedestrian appears in both training and test set. Performance evaluation is subject to the following criteria: The detectors are applied
to the test set images (540 × 400), where rectification allows to use the groundplane constraint to restrict the search space: pedestrians are assumed to stand
in upright position on the ground. The system output is compared to manually
labeled ground-truth by comparing the 2D locations and size. Any system entity
Es is compared to any ground-truth sample Eg using bounding box coverage,
where a correct detection is given by cov(Es , Eg ) > 0.2. ROC curves are created
by varying the system output thresholds: the threshold of the successive layers for the cascade architecture, NNLRF threshold for both the hybrid cascade
and the shape-texture-based detector and a threshold on the Chamfer distance
measure in case of the shape-based detector running in isolation. See Fig. 5.
In a first experiment, the effect of extending the shape hierarchy for the
shape-based detector with transformed shapes (see Section 4.1) is evaluated
without any subsequent texture classification. From Fig. 5 one observes that
extending the shape hierarchy with transformed shapes significantly improves
performance by approx. 50 % (basic vs. extended shape detector). Not surprisingly, the performance of the boosted wavelet-cascade (30 layers) (Section 3.1),
which utilizes richer texture-based features, is superior to the shape-based detector which is restricted to the shape cue (wavelet-based cascade vs. extended
shape detector).
Further, both the boosted wavelet-cascade and the shape-based detector are
augmented by a subsequent NNLRF classifier yielding the proposed novel hybrid cascade framework (see Section 5) and the shape-texture-based detector
(see Section 3.2). Interestingly enough, the addition of the NNLRF classifier significantly improves the performance of both systems up to a factor of two: at
equal detection rates, false positives are reduced by 50 % (extended shape detector vs. shape-texture detector and wavelet-based cascade vs. hybrid cascade).
Here, the hybrid cascade framework outperforms all other approaches under
consideration, in particular the state-of-the-art shape-texture-based pedestrian
recognition system (see Section 3.2).
Frame-level processing time has been evaluated using implementations in
C/C++ on a 3.2 GHz Pentium IV processor, see Table 1. Compared to a regular
wavelet-based cascade system, the proposed hybrid cascade architecture shows a
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Fig. 5. ROC performance comparison of pedestrian recognition systems under consideration, along with the performance of individual system components.
Table 1. Frame-level processing time comparison.
Pedestrian Recognition System
Basic / Extended Shape Detector
Shape-Texture Detector
Wavelet-Based Cascade
Hybrid Cascade

Processing Time (Frames / Second)
2.8 fps
2.5 fps
5.1 fps
4.9 fps

significant increase in detection performance, paid for only with a minor increase
in processing time (5.1 fps vs. 4.9 fps). The cascade architecture provides efficient
and fast rejection of non-pedestrian areas in the image. In [15], it is shown
that support vector machines (SVM) yield even better classification performance
compared to the NNLRF, however at a significantly lower processing speed (up to
20 times slower). We therefore regard the NNLRF as state-of-the-art compromise
between representational capability and processing speed.

7

Conclusion

We have introduced a framework for real-time pedestrian recognition using a
catadioptric camera. A virtual camera transformation has been presented which
allows to combine a wide field of view with efficient detection using the ground
plane constraint. The wavelet-based cascade framework has been extended to a
hybrid formulation unifying fast detection and powerful classification by adding
an NNLRF classifier as final cascade stage. The proposed hybrid cascade system
achieves superior performance in comparison to a state-of-the-art shape-texturebased detector [12] at real-time processing speeds. Future work could involve
additional ROI generation, e.g. using stereo or motion cues as well as the incorporation of other classifiers than the NNLRF, e.g. support vector machines.
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