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Abstract. This paper presents a novel multi-cue framework for scene
segmentation, involving a combination of appearance (grayscale images)
and depth cues (dense stereo vision). An efficient 3D environment model
is utilized to create a small set of meaningful free-form region hypotheses for object location and extent. Those regions are subsequently categorized into several object classes using an extended multi-cue bagof-features pipeline. For that, we augment grayscale bag-of-features by
bag-of-depth-features operating on dense disparity maps, as well as height
pooling to incorporate a 3D geometric ordering into our region descriptor.
In experiments on a large real-world stereo vision data set, we obtain
state-of-the-art segmentation results at significantly reduced computational costs. Our dataset is made public for benchmarking purposes.

1

Introduction

Image-based scene understanding is a key problem for many applications, such
as intelligent vehicles or robotics. One foundational building block underlying
such methods is the detection and classification of objects. Recent years have
seen a steady progression from geometrically rigid (bounding box) classification
methods, e.g. [5, 6], through deformable part models, e.g. [9], towards the classification of free-form regions in the image, e.g. [4, 11, 16, 22]. In this context,
both dense features and orderless models (bag-of-features) have proven very effective [29], consisting of: local feature extraction within a free-form region, coding and spatial pooling of all features within the given region, and subsequent
discriminative classification of the pooled feature vector.
Given the success of multi-cue methods for geometrically rigid object classification, e.g. [6], which combine grayscale imagery with other modalities, such
as dense stereo or optical flow, little work has been done on transferring those
ideas to bag-of-features methods. In this paper, we fill this gap and show various ways of exploiting dense stereo information in several processing stages of a
bag-of-features pipeline in the context of scene segmentation: We create a set of
free-form region hypotheses using the Stixel World [21] – a compact medium-level
environment model computed from dense stereo data. Each region is encoded
in terms of a spatially pooled multi-cue bag-of-features descriptor (grayscale
and dense stereo), which additionally incorporates a stereo-based 3D variant of
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Fig. 1: System overview. Scene segmentation based on the classification of meaningful
free-form regions acquired from the Stixel World [21].

the spatial-pyramid representation [17]. Finally, each region is classified using
a multi-class discriminative model. The Stixel representation provides efficient
access to the 3D scene geometry. This allows us to rapidly obtain meaningful
image segments and dispense with costly spatial smoothing as a post-processing
step, e.g. using conditional random fields [22]. See Fig. 1 for an overview.

2

Related Work

Semantic segmentation methods can roughly be separated into two classes: pixelbased approaches relying on local image cues, and region-based approaches that
encode and pool local descriptors over larger image regions. Among a wealth
of existing work, we focus on the most relevant aspects for our own: the use of
multiple cues, as well as region-based classification and segmentation methods.
Sparse point clouds obtained from structure-from-motion (SfM) have been
used for image segmentation both in isolation [3] and in combination with
image-based cues, such as appearance and color [19, 23]. The results indicate
that the height of feature points relative to the camera is an informative cue.
In [16], a joint formulation of semantic segmentation and dense stereo reconstruction within a pixel-wise conditional random field framework is proposed.
Co-dependencies and interactions between segmentation and stereo reconstruction help boosting segmentation performance.
Region-based schemes have been applied in many approaches in order to
obtain more discriminative features and to allow efficient inference. While finegrained superpixels have been used as regions [11, 19, 28], recent work shows
impressive performance using segmentation trees that contain larger region hypotheses [2, 4]. In [10], stereo information is used to rectify image patches, resulting in viewpoint invariant patches (VIP) that are quantized together with
SIFT [18]. Furthermore, features obtained from dense depth maps have also been
quantized in the context of gesture recognition [14].
More recently, segmentation using RGB-D (color and depth) acquired from
the Kinect sensor has become popular, e.g. [13, 24]. Note that this depth data
is only available in the near range up to 5m in indoor scenarios.
Our contributions are three-fold: (1) Following recent results that show how
crucial meaningful initial regions are for segmentation performance, e.g. [2, 4,
26], we present an efficient method for obtaining relevant region hypotheses
using dense stereo by means of the Stixel World [21].
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Fig. 2: Excerpt of our dataset: Grayscale image with dense disparity overlaid (top left).
Ground-truth annotation (top right). Number of annotated regions per class (bottom).

(2) We follow [3, 10, 19, 23] and integrate depth and height cues into our region descriptor. In contrast to previous work, we directly exploit dense disparity
images obtained from stereo vision in two ways: First, we introduce bag-of-depthfeatures - an extension of the popular SIFT-bag-of-features pipeline to dense
stereo images. Second, we do not use height information directly as a cue, but
propose height pooling, a 3D-variant of the spatial pyramid representation [17],
where visual words are pooled into different height bins according to their height
above ground to incorporate a geometric ordering into the descriptor.
(3) Given that most popular datasets for semantic segmentation do not provide stereo images (e.g., PASCAL VOC [8], MSRC [22], or CamVid [3]), we
present a challenging stereo vision dataset captured from a moving vehicle in
complex urban traffic with manually labeled pixel-accurate ground-truth.

3

Benchmark Dataset

Our benchmark dataset1 consists of 500 stereo image pairs and corresponding
dense disparity images (obtained by semi-global matching stereo [15]) at a resolution of 1024 × 440 px . We provide pixel-accurate ground-truth segmentations
for five object classes: Ground, Vehicle, Pedestrian, Building and Sky. The data
is split into 300 training and 200 test images, where training and test data has
been recorded at different locations to prevent overlap. See Fig. 2 for an overview.
To our knowledge, the only comparable urban segmentation dataset with
stereo vision data has been proposed by [16], which our dataset exceeds in terms
of size (500 vs. 70 annotated images) and image resolution (1024 × 440 px vs.
360 × 288 px ), which is an essential factor for appearance-based segmentation.

4

Integrated Approach for Scene Segmentation

4.1

Region generation

To generate hypotheses for object regions, we employ the multi-layered Stixel
World [21], a medium-level representation of the local 3D environment, as an
1

Available at http://www.6d-vision.com/aktuelle-forschung/scene-labeling/
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initial segmentation result. The Stixel World defines a column-wise partition of
the dense disparity map into ground surface and upright standing objects at
different distances, see Fig. 1. As such, Stixels allow for an enormous reduction
of the raw input data to a few hundred Stixels only. At the same time, Stixels
give easy access to the most task-relevant information, such as free space and
obstacles and thus bridge the gap between low-level (pixel-based) and high-level
(object-based) vision.
To obtain larger regions Ri from the Stixel World we perform DBSCAN
clustering [7], with the single parameter  being the allowed depth difference
between two Stixels. We define  = ∆zmax + σz for Stixels that are spatially
adjacent in the image and  = ∞ otherwise. The term σz is the noise of the stereo
setup, which increases with distance and is used to avoid over-segmentation of
objects far away. Fig. 1 and Fig. 6 show examples of our region hypotheses Ri .
4.2

Region classification

Bag-of-feature classification. For each free-form region Ri , a set Di of all
SIFT descriptors dj is collected, where the descriptor keypoint kj lies within the
region Ri , i.e. Di = {dj | kj ∈ Ri }. We then vector-encode each descriptor dj
to e(dj ) and spatially pool all encoded descriptors e(dj ) over Ri . As encoder,
an extremely randomized clustering forest (ERC) is trained [20]. This method
is adopted because several results indicate that random forests are superior over
(hierarchical) k-Means for coding and segmentation [20, 22]. We also observed
this in preliminary experiments. The ERC forest is trained discriminatively using
the SIFT descriptors and corresponding class labels of all annotated regions in
the training set.
To build the final region descriptor, all SIFT descriptors Di traverse each
decision tree in the forest and a histogram over the occurring leaf node indices is
accumulated per tree. The local histograms of all trees are then concatenated, so
that for T trees and L leaf nodes per tree, the resulting bag-of-features histogram
is of size CERC = T · L. This histogram is then passed to a multi-class histogramintersection kernel SVM [27] classifier (one-vs-all model for each class).
In our experiments, we use the public VLFEAT library [25] to densely sample
SIFT descriptors in combination with an ERC forest consisting of T = 5 trees
with L = 500 leaves each. When operating on grayscale images only, this model
represents one baseline (ERCG ) for our experimental evaluation, see Sec. 5.
Height pooling. The spatial pyramid representation [17] is commonly used to
overcome the prevalent loss of geometric ordering in a classical bag-of-features approach. Another solution (applied in [4]) is to use a rectangular bounding box
around an object region and augment the SIFT descriptor with its location in
relation to this bounding box. Our aim is to treat regions containing a single
object instance similarly to regions containing several – possibly overlapping –
objects of the same class (e.g., a single parked car vs. a row of parked cars). As
such, the horizontal position of a descriptor relative to the region is subject to
large variation, which makes the idea of [4] less suitable to our application setup.
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Fig. 3: Illustration of height pooling. Input images (top row),
disparity image overlaid with the color coded height bins (bottom row) as given in Table 1. Each descriptor is pooled to one
bin according to the height above ground of its keypoint.
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Bin

Height [m]

1
2
3
4
5
6
7
8

−∞ – 0.0
0.0 – 0.5
0.5 – 1.0
1.0 – 1.5
1.5 – 2.0
2.0 – 4.0
4.0 – 10.0
10.0 – ∞

Table 1: Overview
of height bins.

However, we observe that the vertical position of descriptors (height above
ground) is very consistent, under the assumption of ground-plane constraints and
low (geometric) intra-class variance. This holds for our object classes of interest,
e.g. pedestrians, vehicles and buildings have a typical geometric structure and
well-defined orientation relative to the ground.
With depth information available at (almost) every descriptor keypoint, we
perform height pooling, a pooling of descriptors into several discrete bins given
by their height above ground. The histograms for all height bins are then concatenated to form the resulting region descriptor, effectively encoding the characteristic 3D height distribution of visual words within each object class. A key
property is that the region descriptor remains invariant to scale changes and horizontal translation, which is convenient since objects, such as buildings, pedestrians and vehicles occur at various horizontal positions and distances, while their
geometric structure remains very similar.
We assume a planar ground surface w.r.t. to the ego-vehicle coordinate system. To obtain the height value independently of the (known) position and orientation of the camera, each triangulated 3D point is transformed into the defined
vehicle system. Note, that we do not estimate the ground plane explicitly.
In our experiments, we use a coarse binning into H = 8 height regions, empirically set to obtain good coverage for the object classes at hand. More precisely,
we pool encoded descriptors into the height bins given in Table 1. The new codevector after height pooling has CHP = H · CERC dimensions. Fig. 3 illustrates the
idea of height pooling. Descriptors without valid disparity measurements are
pooled into the last bin.
Bag-of-depth-features. The high density of the disparity maps allows us to
extract complex features (such as SIFT) directly on the disparity image, similar
to [6]. We apply the same bag-of-features pipeline as described above, simply
replacing the grayscale image with the dense disparity image. The resulting
bag-of-depth-features histogram then encodes the distribution of typical depth
patterns present in a region. In our experiments, we compare the performance of
each single modality individually (ERCG – grayscale, ERCD – depth) to a joint
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grayscale / disparity representation (ERCGD ), which is obtained by concatenating the individual bag-of-features-histograms before SVM classification.

5

Experimental Results

5.1

Classification accuracy

In a first experiment on region classification, we assume ground-truth region
segments to be given and show classification results by means of ROC curves.
We start by evaluating the impact of SIFT scales on the final region classification performance. Fig. 4 (left) shows results for the ‘Vehicle’ class when using
only a single scale, where the cell size of SIFT is varied (the descriptor is built
from 4 × 4 SIFT cells, as usual [18]). In Fig. 4 (right), the best performance
with a fixed single scale (cell size 4 px ) is compared against a multi-scale approach using the six best performing single scales (omitting cell sizes of 48 px
and 64 px ). Furthermore, we show the performance when using a single scale,
where the cell size is adapted dynamically (using depth information) to cover a
fixed width of 0.75 m in 3D space. We observe, that dynamic scale selection helps
significantly when only a single scale. However, using features at multiple scales
still yields better results. Therefore, despite the higher computational costs, we
apply the multi-scale approach in our further experiments to retain best possible
classification performance.
In a next experiment, we compare our proposed extensions (bag-of-depthfeatures and height pooling) against the baseline coding method ERCG and
the state-of-the-art O2 P region descriptor from [4]. We adapted their publicly
available code to our dataset and use their best performing single descriptor
eMSIFT-F with log(2AvgP) pooling, omitting the dimensions for color. Results
in Fig. 5 indicate that bag-of-depth-features (ERCD ) is outperformed by the
grayscale method (ERCG ), while their joint combination (ERCGD ) is better on
average. Furthermore, the application of height pooling (superscript HP) always
results in a significant improvement. O2 P outperforms the ERC methods in this
first experiment.
Classification results (Vehicle)
depending on SIFT cell size

Classification results (Vehicle)
depending on SIFT scale selection method

1

1
cell size 4 px (97.83)
cell size 8 px (97.94)
cell size 12 px (97.04)
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cell size 24 px (96.67)
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cell size 64 px (95.50)
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Fig. 4: Region classification performance of our base descriptor method ERCG . Results
when using a single SIFT scale with fixed cell size (left). Best result using a single
fixed scale, a single scale selected with stereo and multi-scale using six scales (right).
Additionally, the area under curve (AUC, in %) is given in the legend. Note, that
(right) contains the boundary ROC over all single scales from (left), which explains
the slightly increased AUC.
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Classification results (Vehicle)
depending on the descriptor method

Classification results (Pedestrian)
depending on the descriptor method
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Fig. 5: Comparison of the baseline descriptor ERCG with our proposed extensions and
the O2 P descriptor from [4], demonstrated using the ‘Vehicle’ and ‘Pedestrian’ classes.
Again, we additionally show the area under curve (AUC, in %) in the legend.

In addition to ROC curves, we evaluate the classification accuracy using
the PASCAL VOC intersection-over-union (IU) measure, which has become the
standard method to assess segmentation performance [8], see Table 2. As in
the previous experiment, ground-truth segments are used as region hypotheses,
i.e. there is no actual online segmentation involved. In contrast to Fig. 5, the
performance difference between all considered methods (in particular to ERCD )
is less pronounced. Unlike ROC, the IU measure explicitly takes the region size
into account, given that it is a pixel-wise measure. As such, misclassifications
of small objects have much less impact on absolute performance, which might
affect ERCD to a much larger extent due to stereo reconstruction errors on far
away objects (cf . Fig. 5 and Table 2). Note that we consistently outperform O2 P
in all experiments that consider the IU measure.
5.2

Online segmentation

In the following, we perform fully automated online segmentation. For our stereobased region generation, we use ∆zmax = 2 m, resulting in an average of 44 regions per image. As grayscale-based reference for region generation, we further
evaluate the performance using SLIC superpixels, parametrized to obtain approximately 150 regions per image. SLIC has recently been compared to various
state-of-the-art superpixel methods and shows best boundary adherence with
the least computational costs [1]. Table 3 shows the results for all combinations
of region generation and descriptors.
We observe that our proposed stereo-based regions generally outperform
SLIC region generation. The only exception from this trend is the ‘Sky’ class.
This is an artifact of stereo vision, since the disparity map is over-smoothed
due to missing texture, resulting in erroneous regions. Hence, Table 3 (last line)
GT

Regions
Descriptor
Average

O2 P [4]

ERCG

ERCD

ERCGD

ERCHP
G

ERCHP
GD

93.7

92.6

90.7

94.7

93.3

93.9

Table 2: Classification performance on given ground-truth segments, evaluated using
the PASCAL VOC (IU) measure. The average over all five classes is shown.
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additionally reports average performance for the most relevant object classes,
i.e. vehicle, pedestrian, and building, where the difference between the proposed
stereo and SLIC regions is more significant due to better stereo reconstruction.
Regarding bag-of-depth-features and height pooling, the multi-cue grayscale
and depth descriptor (ERCGD ) outperforms the individual variants (ERCG and
ERCD ). Further, height pooling results in a significant performance gain (ERCHP
G
vs. ERCG and ERCHP
GD vs. ERCGD ). However, these observed improvements
do not add-up. Integrating both multiple cues and height pooling in a single
HP
descriptor (ERCHP
GD ) does not improve over using height pooling (ERCG ) alone.
Another insight is that ERCG notably outperforms O2 P on SLIC segments
even though O2 P was superior in our ROC evaluation on full ground-truth
segments. This result might be explained by the often reported robustness of
coding-based descriptors against large amounts of clutter and occlusion [12, 20].
Note, that O2 P does not involve any descriptor coding at all [4]. We furthermore
highlight that we treat O2 P as an appearance-only baseline and hence did not
evaluate it on our stereo-based regions.
Finally, the results clearly support the statement that good initial image regions are crucial for the overall performance of the pipeline. Consequently, an
integrated method for initial region generation using stereo (for close objects)
and appearance (for far away objects) should further improve segmentation accuracy. Qualitative results of our approach are shown in Fig. 6.
5.3

Computational efficiency

Using the best performing method from Table 3 (stereo regions and ERCHP
G
descriptor), we obtain average computation times of around 425 ms per image
on an Intel i7-3.33 GHz CPU with 6 cores. The largest part (65 %) is spent
on the dense multi-scale extraction of SIFT descriptors, which could be reduced
using our proposed stereo selected single-scale method. Encoding and pooling

SLIC [1] / Stereo

Regions
ERCG

ERCD

ERCGD

ERCHP
G

ERCHP
GD

42.9/–
21.6/–
25.3/–
52.9/–
35.6/–

76.1/82.4
37.9/64.8
29.7/41.9
51.1/30.9
47.8/51.0

77.3/82.8
29.2/50.8
23.3/42.9
17.7/ 6.8
47.2/52.1

82.0/82.8
36.5/61.8
33.6/51.9
21.5/30.4
47.2/53.0

82.1/82.8
48.4/63.9
39.9/53.6
53.7/29.0
53.4/53.8

81.8/82.8
50.4/62.2
42.8/53.9
32.8/28.3
52.8/53.4

35.7/–

48.5/54.2

38.9/47.1

44.2/56.0

55.5/56.6

52.1/56.1

27.5/–

38.5/52.6

33.2/48.6

39.1/55.6

47.2/57.1

48.7/56.5

Descriptor O2 P [4]
Ground
Vehicle
Pedestrian
Sky
Building
Average
(all)
Average
(objects)

Table 3: Results of the different descriptors during online segmentation, evaluated
on SLIC segments and our stereo-based regions. ERCG and O2 P evaluated on SLIC
segments constitute two pure grayscale baseline methods. The best region-descriptor
combination for each class is highlighted.
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Fig. 6: Qualitative segmentation results using the ERCHP
G descriptor. The upper part
shows a comparison between our stereo segments (top center) and SLIC segments (top
right). In the lower part, two further results with stereo segments are shown. The
average IU result over our three main classes vehicle, pedestrian and building is given.

the roughly 100,000 SIFT descriptors per image with the ERC forest requires
approximately 77 ms. Classifying all regions using the HIK-SVM adds another
40 ms. Given that dense stereo and Stixels are available in real-time [21], their
computational costs can be neglected compared to the extraction and classification of all region descriptors. The proposed Stixel-based region generation only
takes around 2 ms.

6

Conclusion

This paper proposed a multi-cue (grayscale and depth) bag-of-features pipeline
for segmentation of highly cluttered urban traffic scenes, and introduced a novel
height-based pooling approach. The pipeline’s benefits include better segmentation performance and less computational cost. In the future, we plan to investigate more elaborate inference methods that include prior scene knowledge and
spatio-temporal smoothing. With this paper and the provided stereo benchmark
dataset, we hope to stimulate further research on this important problem.
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