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Abstract—Robust knowledge about other vehicles around the
ego-vehicle is fundamental for most advanced driver assistance
systems. Typically, this task is solved by radar, lidar, mono or
stereo camera systems. To get a higher accuracy, a combination
of multiple sensors is proposed in this work. Infrared cameras
are already available in many passenger cars, mainly for night
vision purposes, e.g. detecting pedestrians or animals on the road.
In this paper, we analyze the benefit of combining stereo-vision
in the visible domain with monocular vision in infrared images.
We use the task of vehicle detection as an experimental setting.
In extensive experiments involving more than eight hours of
driving, we demonstrate that the additional detection of vehicles
in infrared images significantly improves the overall integrated
system performance.

I.

Fig. 1. Example image of a 0.3MP far infrared image in false colors and a
corresponding 2.1MP regular image.

I NTRODUCTION

For autonomous driving and advanced driver assistance
systems it is important to observe the surroundings to react
and interact. Particularly, the detection of other vehicles on the
road is essential for safe driving. However, large variations in
vehicle appearance (e.g. different types and designs), positions,
weather (e.g. fog), and environmental conditions (e.g. fast
changing background) make this problem challenging. With
rising importance of autonomous driving, different technologies and methods are being developed to imitate the perception
of human beings and solve these challenges. Not every object
is distinguishable in the visible spectrum. Therefore, other
technologies exists which are able to generate additional information which is not available for humans (e.g. radar, infrared).
Regular cameras, for instance, are sensitive against lightning conditions, while infrared is unaffected by the ambient
light level. The heat levels at exhaust pipes and tires of vehicles
on the road create strong infrared signatures which can be used
as unique cues. Another reason to use far infrared cameras
is that this type of sensor is already build into many cars to
enable features like the Mercedes Benz Night View Assist Plus
or the BMW Night Vision. In this paper, we show that on-road
vehicle detection on infrared images is possible using the same
methods as on regular images.
For evaluation, we use a multi-camera setup with a regular
stereo camera pair and a monocular infrared camera. A repre-

sentative scenario is shown in Figure 1. Every vehicle in 4, 927
infrared images (equally sampled out of 525, 929 images) and
the same amount of regular images has been manually labeled.
On this dataset, we finally compare the performance of the
proposed system on each sensor type and show how the overall
performance can benefit from a redundant sensor.
This paper is structured as follows: First, we give a brief
overview about previous work on vehicle detection in regular
images and general object detection in infrared images. In
Section III, we propose a vehicle classification approach which
is used for both regular and infrared images. Our experimental
results are presented in Section IV. Finally, we conclude in
Section V.
II.

R ELATED W ORK

In the last years autonomous driving has become a very
popular subject and there already exists a sizable body of
literature about vehicle detection. Sun et al. [15] present a
comprehensive overview about on-road vehicle detection. The
following information is based upon this review.
A typical vehicle detection approach using cameras starts
by identifying regions of interest in the image using a computational efficient method and afterwards to analyze these
regions with a more expensive pattern classification step. These
two steps are often called hypotheses generation (HG) and

Fig. 2. Scheme of our proposed approach. On each input image (regular or infrared) a set of hypotheses is generated. Using a weak classifier, the hypotheses
are strongly reduced. Finally, a strong classifier evaluates the remaining hypotheses and with a non-maximum suppression only one box per vehicle is returned.

hypotheses verification (HV). Various approaches for both
steps have been proposed in the literature.
Regions of interest can be found through a priori knowledge from features like color, shadow, symmetry, or geometrical features (e.g. corners, edges). With disparity maps
which can be generated from stereo vision it is possible to
filter out objects from the background and use these areas in
the image as regions of interest. Additionally, there are some
motion-based methods which use spatial features to distinguish
between moving objects and the background (e.g. optical flow).
Based on regions of interest these areas in the image
have to be further analyzed. For this, two main methods
exist as shown in [15]: template-based and appearance-based
approaches.
Template-based methods use predefined patterns of vehicles and try to perform a matching between the template and
the image. The challenge hereby is to find templates which
represents all kind of vehicles in all distances. In contrast,
appearance-based models are mostly described as a two class
classification problem: vehicle vs. non-vehicle. For this classification task, there are different approaches like receptive
field, AdaBoost, and Support Vector Machines available. This
usually requires time consuming manual labeling of images
since with the enlargement of training data the performance
of classification normally increases.
Recently, approaches with deep neural networks (DNNs)
became popular. In contrast to manually designed features like
Histogram of Gradient (HoG) [11] or Gabor descriptors [14],
neural networks are more powerful. In [16] Szegedy et al. use
DNNs to classify and also localize objects of various classes
in images.
The methods mentioned above are mostly done on regular
gray value or color images. Some approaches are already used
on infrared images. For instance, in [9] Kim et al. use an edge
detection to generate hypotheses and to verify them by Support
Vector Machine classification using HoG and Gabor feature
sets. Dickson et al. [2] demonstrate slightly better results on
infrared images with polarimetric histogram descriptors also
using Support Vector Machine classification in comparison
with HoG and local binary pattern features. Furthermore,
optical flow can be used for detecting moving vehicles, as
in [8] for traffic surveillance systems.

To the authors’ knowledge, there is no previous work addressing the comparison of on-road vehicle detection between
regular and infrared images. However, there are some work
which addresses a similar comparison in pedestrian detection.
Fang et al. [4] describe the differences of features between
regular images and infrared images. It emerges that unique
features are available through infrared images, thus there is
no performance comparison made between both image types
to perform reliable propositions. Korotsky and Trivedi present
in [10] an analysis of color-, infrared- and multi-model-stereo
approaches to pedestrian detection. It demonstrates that the
detection performance is significantly higher when all features
are used together. However, it also demonstrates that infrared
features without corresponding stereo information do not result
in any performance boost.
III.

V EHICLE CLASSIFICATION

In this section, a real time (< 40ms) capable approach for
classifying and locating vehicles in images is presented. We
follow the approach of [5]. Figure 2 shows the main steps of
our proposed method. First, a set of hypotheses is generated
by using known camera geometry and the assumption that
vehicles are located on the ground-plane. After that each
hypothesis is tested by a fast classifier which reduces the total
amount of boxes significantly. In a next step, each remaining
hypothesis is evaluated by a strong classifier. In Section III-D,
the differences of our proposed system for regular images and
infrared images are discussed. Finally, we present two ways
of how to fuse the results from both sensor types.
A. Hypotheses generation
A hypothesis should be placed at any possible position
where a vehicle can be. A common method is a sliding window
approach. Therefore, multiple sizes of the windows are slided
over the image. However, this very simple method generates
far too many boxes.
In our approach, we model the environment as a flat
world and every hypothesis is generated on the base of a flat
plane which represents the road profile. On this ground-plane
vehicles can be at different sizes and distances at every possible
position. To cover all of those a huge amount of hypotheses is
created. A given scope for the vehicle width and height, as well
for the minimum and maximum distance of vehicles restricts

Fig. 4. The four proposed methods for evaluation. The set of detections in
infrared images (red) and the set of detections in regular images (orange) can
be fused by a union of both sets (blue) or an intersection (green).

Fig. 3.

Full scattered regions of interests.

the amount of hypotheses. The distance restrictions are sufficient since the reliability of stereo information is decreasing
significantly after about 250 meters. Finally, each hypothesis
is projected from 3D coordinates in our world model into
the image using the intrinsic and extrinsic parameters of the
respective camera.
However, this approach expects that our experimental vehicle moves also on a flat plane. This, of course, is in the
real world not always given and therefore the assumed plane
needs to be tilted based on the pitch angle of our experimental
vehicle.

local receptive fields [3], [17]. In case of fully connected neural
networks, neurons of higher layers receive input from all neurons of the underlying layer. In contrast to this, local receptive
fields (LRF) only receive input from a limited region of the
underlying layer. Therefore, the hidden layers are divided into
branches each representing a different spatial feature detector
over the complete input pattern and every neuron in a branch
receives input from only one local receptive field.
The local receptive fields have a size of 5px × 5px on an
input image of size 24px × 24px and contains of 48 branches
in total. Additionally, two fully connected layers are combined
with the output of the hidden layer to achieve performance
improvements and the possibility of non-linear classification.
With mean-shift-based non-maximum suppression, multiple
detections are combined, rescaled and the final position is
calculated.

B. Weak classifier — Hypotheses reduction

D. Differences

Strong and solid classifiers are mostly not efficient enough
to analyze several hundred thousands of hypotheses in realtime. As a result other methods are necessary to efficiently
thin out hypotheses. Due to its fast performance, AdaBoost
[6] is a good option to accomplish this task. In this approach
a ∈ m different weak classifiers ca are combined into a single
strong one H (called a cascade)
X
H(f ) =
wa · ca (f ) ,
(1)

Despite that we use the same approach for vehicle detection
on both image types, there are still some differences which
have to be noted.

a=1,...,m

in which wa is the weight for the weak classifier ca . The
weak classifier ca is a simple threshold for any feature to split
the feature space into two disjunct sets. In our case, we use
features calculated from integral images and try to separate
the two classes we want to distinguish: vehicle or non-vehicle.
Dependent on the result of our cascade, we are able to thin
out the hypotheses.
After the training, the cascade contains a list of weak
classifiers ca which are sorted on the basis of their splitting
performance. All hypotheses are passed through this chain of
classifiers and discarded as soon as one weak learner classifies
it as non-vehicle.
For unbalanced scenarios, a soft cascade of weak classifiers
as in Bourdev et al. [1] can be used as an advanced modification.

Since the proposed vehicle detection system was originally
invented for regular images the training data for both image
types currently differs significantly. The training dataset for
the vehicle detection on far infrared images consists of only
149, 248 different vehicle samples and 73, 508 negative examples. The training dataset for the stereo-camera contains
678, 016 vehicle samples and 790, 735 negative samples.
Additionally, the resolution difference between both image
types requires slightly different parametrization. For far infrared images with a resolution of 640px×480px 30, 827 initial
hypotheses in total are generated and reduced to in average 412
boxes. Whereas the amount of hypotheses for regular images
with resolution 2048px×1024px is 104, 849 which are reduced
to 823 on average.
For stereo-camera detections, we compute the real-world
width of a vehicle based on the mean disparity, averaged over
a bounding box detection. Detections with a width of less
than 0.5m and more than 6m are discarded. Those thresholds
are rather relaxed since disparity measurements can be rather
noisy, particularly at larger distances. This and the distance
based evaluation are the only applications where stereo information is needed. The rest of our proposed approach is done
with a single mono camera of one sensor type.

C. Strong classifier — Final classification
In a final step, the limited amount of remaining hypotheses
are verified by more powerful, but costly, object classifier. This
classifier is based on a convolutional neural network using

E. Sensor fusion
To improve the results, a fusion of the vehicle detections
in each sensor type is necessary. Therefore, we project the

regular images
total amount of images
total amount of objects
fully visible V
occluded
oncoming traffic
ROI’s in both sensors B
ROI’s in single sensor V\B
relevant B ∩ V

Fig. 5. Sensor setup: a stereo camera system mounted behind the wind shield
(orange) and a far infrared camera mounted on a luggage carrier (red).

TABLE I.

infrared images
4, 927

33, 117
13, 692
9, 622

34, 130
13, 184
11, 443
9, 803
18, 607

4707

5, 720
11, 629

OVERVIEW OF LABELED ROI’ S IN THE DATASET FOR
REGULAR AND INFRARED IMAGES .

Fig. 6.

The used calibration target [13]. Visible in FIR and regular images.

results of the infrared images into the regular images. There
are mainly two methods to fuse the results (cf. Figure 4):
1) ∪ fusion: the union of the results of each sensor. This
tends to a higher detection rate and simultaneously to a larger
amount of false positives.
2) ∩ fusion: the intersection of the results of each sensor.
Each detection has to be verified by each sensor, which tends
to a lower amount of detection and simultaneously to less false
positives.
IV.

E XPERIMENTS

In this section, we introduce our dataset and present
experimental results using our proposed method on both sensor
types. Further, we evaluate different methods for sensor fusion.
A. Experimental setup
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Fig. 7. Distribution of labels in both dataset with corresponding distance to
ego-vehicle.

As shown in Figure 1, with the multi sensor setup (regular
images with a resolution of 2048px × 1024px and infrared
images with 640px × 480px) we obtain a region where objects
jointly appear in both sensors. Since our focus is on the
comparison of the detection rates for fully visible vehicles
in the regular and infrared images, we use an overlap based
matching algorithm that provides all labeled objects that are
visible in both images.

For the evaluation of our proposed method, we created a
large dataset of 4, 927 manually labeled images out of more
than 8 hours of driving on German highways with a test
vehicle (cf. Figure 5). In order to achieve a high accuracy
in the labels and speed-up the process, we outsourced it to
a crowd labeling service [12]. Therefore, the images for both
sensors were annotated independently and by multiple users.
Since objects in the infrared images are hard to recognize,
we benefit from the advantage of the cascaded labeling in the
crowd. This reduces the amount of false labels significantly.

Table I shows the details of our dataset. Although the
field of view for the infrared sensor is smaller than the one
of the stereo sensor, the amount of objects of the infrared
sensor is higher. This is due to its higher installation point.
In our evaluation, oncoming traffic, occluded objects, and
objects having no match in both sensors are set to ignored,
i.e. approaches are neither credited nor penalized for correct
or false detections. In the end, we obtain 10161 relevant labeled
boxes for each sensor. The distance information for these
boxes is obtained from a stereo SGM algorithm [7] on the
regular images. Figure 7 depicts the distance distribution for
all relevant objects.

Figure 5 shows our multi sensor setup for a regular Mercedes Benz E-Class. A stereo camera pair is installed behind
the windshield, whilst the far infrared camera is mounted on
the top of a luggage carrier. For calibrating the cameras, we
use a calibration target which is visible in both domains (cf.
Figure 6).

A detection is considered as true positive (TP) if a minimum overlap of 25% with a corresponding relevant groundtruth (GT) box is reached. Otherwise, we count it as false positive (FP). Any detection which has an overlap with an ignored
label will not be counted.

(a)

(b)

(c)

(d)

Fig. 8. Exemplary results of our proposed system. Infrared detections (red) are projected to the regular images for visualization. Detections in both sensors
are visualized in green and detections only in regular images are visualized in orange. Crossed out boxes represents false positives.

B. Evaluation
Figure 9 presents the results for our four presented methods
from Section III (cf. Figure 4) for different false positive rates
per image (FPPI). The detection rate in regular images is
much higher with less false positives in comparison to infrared
images. This might be due to the huge differences in the
amount of training data or due to the different resolution of
the images. Nevertheless, starting with 10−1 FPPI the ∪ fusion
of the output of both sensor outperforms the detection results
in regular images. For further analyzes, we picked the results
for each sensor type and the ∪ fusion at 0.5 FPPI (dashed
vertical line in Figure 9). At this point the recognition rate in
infrared images is 59.5%, in regular images 76.1%, and the
∪ fusion of both sensor leads to 82.9%. Therefore, we get a
significant boost in the detection rate of more than 6% with
the same false positive rate. Figure 10 shows the detection rate
at these three operating points with respect to the distance of
the objects. Its apparent that the detection rate is significantly
increased especially for objects less than 200m away from
the ego-vehicle (85% of the evaluated vehicles are closer than
200m). Figure 11 shows the false positives with respect to the
distance for the three previous mentioned operating points. In
contrast to the results on regular images the FPPI in infrared

images for less than 50m is much higher. This is due to many
small false positive boxes at hot parts of some vehicles as
shown in Figure 8, especially in Section IV-B.
If a good accuracy with a very low amount of false
positives is required, we recommend to use the ∩ fusion. The
dashed horizontal line in Figure 9 shows the decreasing false
positive rate with the same detection rate of about 58%. At
this point, the false positive rate in the infrared images is at
about 0.46 FPPI, in the regular images at about 0.018 FPPI
and for the ∩ fusion 0.0057 FPPI (which means we had only
28 false positives in the whole sequence).
V.

C ONCLUSION AND FURTHER WORKS

In this work, we presented a comparison study on vehicle
detection with two different image sensors. Our goal was to
improve the results of the current vehicle detection system on
regular stereo image pairs by using a far infrared sensor, which
is already integrated in many upper class vehicles.
The introduced methods represents the state of the art for
vehicle detection. We simply transferred the approach to mono
far infrared images and trained the new system with a marginal
amount of training data. However, we showed that the output

framework for pedestrian classification. IEEE Transactions on Image
Processing, 20:2967–2979, 2011.
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Fig. 10.
Distance dependent detection rates in regular images (orange),
infrared images (red) and ∪ fused (blue), all with 0.5 FPPI.

of this system can be used to improve the results for vehicle
detection significantly with the same amount of false positives.
Furthermore, the combination of both systems can be used to
reduce the amount of false positives at the same accuracy.
For future work, we would like to feed the results to a
tracking system. Either one tracker incorporating the detections
of both systems or two tracker one for each sensor system
which are fused afterwards.
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R. Schweiger, S. Franz, O. Löhlein, W. Ritter, J.-E. Källhammer,
J. Franks, and T. Krekels. Sensor fusion to enable next generation
low cost night vision systems, 2010.
Z. Sun, G. Bebis, and R. Miller. On-road vehicle detection using gabor
filters and support vector machines. In Digital Signal Processing, 2002.
Z. Sun, G. Bebis, and R. Miller. On-road vehicle detection: A review.
Pattern analysis and machine intelligence, 28:694–711, 2006.
C. Szegedy, A. Toshev, and D. Erhan. Deep neural networks for object
detection. In Advances in Neural Information Processing Systems, pages
2553–2561, 2013.
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