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Abstract—In this paper, we present a stereo-vision based
approach for road sign detection. As opposed to traffic signs,
which are typically made up of well-defined pictographs, road
signs can contain arbitrary information. Here, color and shape
are the main two cues that represent different classes of road
signs, e.g. signs on the highway vs. signs on country roads.
To that extent, the proposed model couples efficient lowlevel color-based segmentation in HSL space with higher-level
constraints that integrate prior knowledge on sign geometry in
3D through stereo-vision. Additional robustness is obtained by
temporal integration as well as by matching detected signs against
the results of object detectors for other traffic participants.
The effectiveness of our approach is demonstrated on a realworld stereo-vision dataset (3700 images) that has been captured
from a moving vehicle on German highways and country roads.
Our results indicate competitive performance at real-time speeds.

I.

I NTRODUCTION

The vision of autonomous driving has a long history with
first prototypes dating back to the early 1980s [3]. The tremendous progress made in the last years has been sparked by the
availability of better sensors, sophisticated algorithms, faster
computers, and more data [8]. Currently, there exists a variety
of possible deployment scenarios for autonomous intelligent
vehicles in the near future. Although differing considerably
in time and scale, most realistic deployment scenarios share
common ground regarding the traffic situations that can be
handled autonomously. It is typically assumed, that the first
commercially available autonomous driving functionalities will
be limited to traffic situations that are highly predictable from
a system point-of-view. Such situations include low speed
driving (parking applications), as well as rather uneventful
highway driving without intersections, traffic lights, opposing
traffic or cross-traffic.
Limiting autonomous driving functionality to a particular
road category, e.g. highways, requires a robust localization
of the ego-vehicle in order to prevent misactivation of the
system on unapproved roads. For that, systems coupling highresolution digital maps with GPS- and camera-based localization schemes are readily available [17]. Given that autonomous
systems make extreme demands on system reliability and

Fig. 1. Example image captured on a German highway that is indicated by
blue signage with highly varying aspect ratios and lettering.

availability, as much redundancy as possible is desired. One
prominent cue to distinguish between different road categories
is the color of road signs, e.g. blue or green signs indicating
highways. In Germany, for example, some country roads are
similar to highways in terms of road design and driving
regulations, such as speed limits. However, they use yellow
road signs as opposed to blue signage on highways.
We distinguish between traffic signs and road signs. In our
terminology, traffic signs denote pictographs that have a welldefined size, shape, color, and content. A prominent example
for this category are speed-limit signs. We refer to road signs,
on the other hand, whenever some of the cues mentioned above
are not strictly defined, e.g. instruction or information signs
that highly vary in terms of size, aspect ratio, and content.
Most of the signs in this category only share the same color,
but contain arbitrary information written in text form.
In this paper, we present a stereo-vision based approach
to detect colored rectangular signs along the road. We use
image sequences captured in Germany as a testbed, where
highways are marked by blue signs and yellow signs indicate
country roads, see Fig. 1 and Fig. 5. In principle, our approach
generalizes to all countries that have a distinct sign color on
highways. An overview of our approach is given in Fig. 2.
II.

R ELATED W ORK

Various methods for the recognition of traffic and road
signs have been proposed. For an in-depth discussion, the

Fig. 2. System diagram visualizing our detection pipeline for colored signs (here: yellow signs). An input image is subject to a filter cascade consisting of
color-based filtering in HSL space, median filtering and morphological closing. Connected component analysis extracts connected regions of sign candidates
(visualized in false color) that are represented in terms of bounding boxes and an associated confidence score, see Sec. III. Sign candidates passing addtional
geometry- and object-based sign verification as well as tracking modules, see Sec. IV, are considered valid sign detections, as depicted in yellow.

reader is referred to the survey presented in [14].

III.

S IGN D ETECTION

A. Color Filter
Traffic signs of well-defined size, shape and content can
easily be recognized and categorized by means of a trained
classifier. Such classifiers are often based on either geometric
features alone, e.g. [11], or can be augmented by color
information [1], [7], [16]. Often, temporal filtering is applied
to increase robustness [1], [7].

One of the main concerns in real-world applications is
robustness to changes in illumination, cf. the different illumination of the three yellow signs in Fig. 2 (top-left). Hence
we do not operate in RGB, but follow [13] and convert the
input image into the HSL color space [10]. This advantage of
being robust to illumination changes comes of course at the
price of additional computational costs [9].

The above techniques are very well suited for pictographic
traffic signs but do not naturally generalize to the detection
of arbitrary road signs. To tackle that problem, several authors proposed approaches that are based on low-level color
segmentation and edge detection, see [9]. Those approaches
differ in terms of the color space used and how the actual
segmentation is done. Prominent choices regarding the color
space are RGB [2], CIELab [12], and HSV/HSL [13]. CIELab
has the advantage of being closer to human perception [12],
whereas HSV/HSL is more invariant to lighting changes [13].
Among others, segmentation methods include thresholding [2],
[13], and Gaussian Mixture Models [12].

We apply thresholding on each pixel’s hue and saturation
value to convert the input image into individual binary masks
for each color of interest - in our case, blue and yellow.
The corresponding threshold values have been determined
empirically and can be adjusted to meet the requirements of
regional standards. At this point, we are more concerned with
not losing any colored pixels. Hence, the thresholds are rather
relaxed, given that local noise in the binary masks is removed
further down our processing pipeline. In our implementation,
we require the hue (H) angle to be 30◦ ≤ Hy ≤ 50◦ for
yellow signs (210◦ ≤ Hb ≤ 230◦ for blue) and the saturation
(S) to be 50% ≤ Sy ≤ 100% for yellow (30% ≤ Sb ≤ 100%
for blue signs).

For this work, we explicitly chose to not apply a
classification-based approach given the high variation in appearance of the road signs we aim to detect. Further, we do
not require to recover any semantic meaning of the detected
signs. An additional concern is computational efficiency, that is
usually rather low for classification-based approaches. Instead,
we follow the path laid out by [2], [12], [13] and base our initial segmentation on color alone, with color being the cue that
all our signs of interest share (blue signs and yellow signs in
our application). We apply color thresholding, median-filtering
and morphological operations, the latter two being tuned for
maximum computational efficiency. To increase robustness, we
additionally enforce geometric constraints on the shape being
rectangular and incorporate prior knowledge on a sign’s area
through stereo-vision. Finally, temporal integration is added to
remove spurious false alarms. Our overall approach operates
at a real-time frame-rate of 25 Hz.

B. Median Filter
To remove noise and artifacts resulting from color-based
filtering, as described in the previous section, a median filter
is applied. In its naive form, this is a comparably expensive
operation in view of computational costs. Since computational
efficiency is one main concern, we utilize the constant time
median filter approach proposed by Perreault et al. [15] to
significantly reduce the runtime of the algorithm.
Scanning the image row-wise, an array of so called column
histograms is maintained for the currently investigated row.
One column histogram represents a particular column of
the median filter kernel. By summing up adjacent column
histograms it is possible to quickly determine the histogram
for the area of the kernel and hence infer the median value.
A considerable number of update operations can be saved
by carrying over data in x− and y−directions. Fig. 3 shows

instead of finding the median value of the kernel histograms,
we determine whether at least one pixel in the kernel histogram
is true or false for dilation and erosion respectively. The
only downside of this approach is that it is only applicable to
structuring elements of rectangular shape. This does not pose
a problem for our application, given our focus on rectangular
signs. As a result, the computation time is reduced from
300 ms to 7 ms per image with exactly the same results.
(a)

(b)

Fig. 3. Visualization of the two steps of constant time median filtering, taken
from [15]. (a) The column histogram to the right of the filter kernel (dark blue)
is updated by subtracting the topmost pixel (red) and adding one new pixel
to the bottom (green). (b) The kernel histogram is updated by subtracting the
leftmost column histogram and adding the column histogram that has been
updated previously. See text.

As for the median filter, kernel size is also relevant for the
closing operation. If it is too small, it may not fulfill its purpose
of closing the gaps properly. Overly large structuring elements
on the other hand may result in falsely merging individual
signs or connecting properly detected signs with false positives
which prevents robust detection.
D. Connected Components and Sign Score

the necessary steps to move the median filter kernel (shown in
dark blue) to the next pixel in horizontal direction. The column
histograms that have already been computed are visualized in
light blue color. Before shifting the kernel horizontally, the
column histogram to the right of the filter kernel has to be
updated by subtracting the topmost pixel (Fig. 3a, shown in
red) and adding one new pixel to the bottom (Fig. 3a, shown in
green). The actual shift of the filter kernel, depicted in Fig. 3b,
then involves subtracting the leftmost column histogram and
adding the column histogram that has been updated in the first
step.
In doing so, the complexity of O(r2 log r) in respect to the
filter size r for a naive implementation of median filtering is
significantly reduced to O(1) independent from the filter size
[15]. The effect is extraordinarily significant for large filter
kernels. In our implementation, we utilize filter kernels with a
dimension of 11×11 pixels. This choice is somewhat arbitrary,
but motivated with our application in mind. Smaller signs
might not get recognized if the filter kernel is too big, whereas
too small a kernel does not provide sufficient noise reduction.
Some areas of the sky can feature hue and saturation values
similar to those of road signs, as described in III-A. Therefore
larger artifacts are to be filtered out, which is the reason for
choosing a comparably large filter for this application.
C. Closing
After median filtering, the binary mask is largely clear
of noise and artifacts scattered across the image, see Fig. 2.
However, highly varying imprints on the signs lead to gaps
and stripes all over their surfaces and even split areas that
belong to the same physical sign. To alleviate this problem,
a morphological closing operation is applied, which fills the
remaining gaps and at the same time has the desirable side
effect of smoothing the edges, thus removing further thresholdrelated artifacts.
Similar to median filtering, morphological operators are
computationally expensive. With a naive implementation, we
observed run-times of approximately 300 ms per image, far
from real-time applicability. As a solution, we propose to adapt
and apply the constant time median filter framework [15] to
morphological closing. The basic algorithm principally works
as described in the previous section. The main difference is that

The final step in our sign detection pipeline involves
grouping connected areas and assigning a detection score to
each group. We apply a connected components algorithm and
describe each recovered connected component of pixels CCdet
in terms of its axis-aligned bounding box BB det . Effects of
slightly skewed signs are negligible at this point. The road
sign detections for a particular image are then given by the set
of all bounding box detections for each different color under
consideration.
Each bounding box BB det is assigned a score, sdet , with
0 ≤ sdet ≤ 1, that relates to detection quality. At this
point, we incorporate a distinct characteristic that applies to
all road signs that we aim to detect: their rectangular shape.
Under this assumption, we compute how exact the bounding
box approximation BB det matches the shape of the original
connected pixel component CCdet . Note that this effectively
computes a rectangularity score for CCdet . sdet is determined
by adapting the PASCAL intersection-over-union measure [6]
by relating the intersection of the connected region CCdet and
its bounding box BB det to their union:

sdet = ∆ (CCdet , BB det ) =

area (CCdet ∩ BB det )
area (CCdet ∪ BB det )

(1)

The higher sdet is, the more closely CCdet resembles a
rectangular shape.
IV.

S IGN V ERIFICATION AND T RACKING

A. Geometry Filter
We utilize stereo-vision to apply a very rough geometric
filter to remove spurious false detections that violate our
assumptions about sign geometry and spatial location in 3D.
In particular, we enforce a minimum area of the sign, Amin ,
(in m2 ) as well as a minimum height above the ground plane
(in m) of the lower edge, hmin , for sign candidates to be
valid. Both the area in m2 and the height above ground in
m are computed for each sign candidate using the average
disparity and corresponding image-to-world projections. In our
experiments, Amin is empirically set to 0.7 m2 and hmin is
set to 1 m.

B. Object Filter
A second method that we apply to filter out false alarms is
to match sign candidates against the output of additional object
detectors for typical on-road object classes such as vehicles or
pedestrians, e.g. [8]. We again apply the PASCAL intersectionover-union measure, see Sec. III-D, to compute the overlap of
detected signs, BB det , and bounding boxes of detected objects
of other classes. If this overlap is larger than a threshold, e.g.
0.25 in our experiments, the (sign or other object) detection
with the lowest confidence is discarded.
This approach is applicable for a wide-range of object
detectors as it does not require a particular type or specific
characteristics other then bounding box detections with related
confidence values. In our experiments, we use multi-cue and
multi-modality classifiers combining Haar-like wavelets, HoG
and convolutional neural net features. See [8] for details on
the object detectors used.

As a match criterion, we use the PASCAL intersection-overunion metric [4], [6] which relates the area of intersection
of two bounding boxes to their union. More specifically, a
system detection (BB det ) matches a ground-truth bounding
box (BB gt ) if the ratio of intersection area and union area,
∆(BB det , BB gt ), is above θ with θ = 0.25 in our evaluation:

∆ (BB det , BB gt ) =

area (BB det ∩ BB gt )
>θ
area (BB det ∪ BB gt )

(2)

We further distinguish between required and optional
ground-truth annotations based on their spatial dimensions.
Ground-truth signs with a height or width below 30 pixels are
considered as optional for the evaluation in that the systems
are not rewarded/penalized for correct/false/missing detections
on optional ground-truth annotations.
B. Results

C. Tracking
Temporal integration of sign detections allows us to overcome gaps in detection and suppress spurious false positives. In
this work, we follow [5] and utilize a rudimentary 2D bounding
box tracker with an object-state model involving bounding box
position (x, y) and extent (w, h). Object-state parameters are
estimated using an α − β tracker, involving Hungarian data
assignment. A new track is started whenever a new object
appears in m = 3 successive frames and no active track fits
to it. It ends if the object corresponding to an active track has
not been detected in n = 2 successive frames.
V.

E XPERIMENTS

A. Dataset and Evaluation Methodology
The dataset used in our experiments has been captured from
a moving vehicle on German highways and country roads. A
total of 3370 yellow and blue signs at highly varying aspect
ratios have been manually annotated in terms of bounding
boxes in a total of 3681 images (1176 × 640 pixels resolution,
stereo-images). Given that our approach does not involve
training of a classifier, all annotations have been used for
performance evaluation. See Fig. 5 for dataset examples and
Table I for dataset statistics.

In our first experiment, we evaluate the effect of the
geometry- and object-based sign verification, as outlined in
Sec. IV. Results are given in Fig. 4 and Table II. We observe
a significant performance boost induced by the additional
filtering step over the baseline system variants for both blue
and yellow signs. False positive at equal detection rate levels
are significantly reduced, by approximately a factor of three,
see Fig. 4. From Table II we observe, that the precision of
system outputs improves from 89.3% to 96.5% for yellow
signs and from 76.3% to 89.8% for blue signs, respectively.
The observed performance boost induced by geometry- and
object-based sign verification comes however with a slight
drop in system sensitivity.
Next, temporal integration is incorporated into all approaches using the 2D bounding box tracker, as mentioned
in Sec. IV. System parameterization is selected from the
corresponding ROC curves at a common reference point of

Evaluation is based on comparing system output with
manually labeled ground-truth, both given by bounding boxes.
We follow the evaluation protocol of [5] and compute framelevel performance in terms of sensitivity (detection rate, recall),
precision (percentage of system outputs that is correct) and
false positives per frame. ROC curves are generated by varying
the score sdet , as introduced in Sec. III-D, along the curve.
TABLE I.

# images
# images without signs
# yellow signs annotated
# blue signs annotated

DATASET STATISTICS .

3681
1823
Required
840
1090

Optional
727
713

Fig. 4. ROC detection performance for blue and yellow signs. System variants
denoted by filtered include geometry- and object-based sign verification, as
described in Sec. IV. No tracking is incorporated at this point. Note that false
positives (the x-axis) are shown on a log-scale.

(a) Signs at various aspect ratios are easily detected. Note the detected blue sign within the larger yellow sign.

(b) While larger signs in this image are detected as expected, there is a false negative indicated by the red box. Presumably the false negative is
due to the sign being too small in the image. In addition, the missed sign is not perfectly rectangular, but arrow-shaped on the right-hand side.

(c) Typical false positives of our sign detector occur on similarly colored objects that are not detected by our object detectors (see Sec. IV), e.g.
a partially occluded blue van in this case. Note that such false alarms could be easily removed by taking lane detection information and a spatial
prior on the locations of sign candidates into account.
Fig. 5.

Exemplary system detections (a), false negatives (b), and false positives (c) of our integrated approach.

TABLE II.

F RAME - LEVEL SYSTEM PERFORMANCE OF DIFFERENT SYSTEM VARIANTS . D ETAILS ON SIGN VERIFICATION AND TRACKING ARE GIVEN IN
S EC . IV. S ENSITIVITY EQUALS THE DETECTION RATE AND PRECISION IS THE PERCENTAGE OF SYSTEM OUTPUTS THAT IS CORRECT.

Sign Color

Yellow

Sign Verification

Inactive

Blue
Active

Inactive

Active

Tracking

Off

On

Off

On

Off

On

Off

On

Sensitivity (%)
Precision (%)
False Pos. per 1000 Frames

79.6
89.3
24

81.3
92.7
15

77.6
96.5
7

78.8
97.2
5

77.9
76.3
67

78.0
78.7
57

70.0
89.8
21

68.2
90.1
19

70% sensitivity. From Table II we observe, that the relative
performance order still applies after tracking. Adding temporal
integration mainly removes spurious false positives which
results in a higher system precision.
The average processing time for each image is approximately 36 ms using unoptimized single-threaded implementations in C++ on a 3.33 GHz Intel Core i7-980X processor. The
most time-consuming step in our pipeline is the morphological
closing with up to 7 ms. Fig. 5 shows some exemplary
detections, false negatives, and false positives of our integrated
approach. False negatives usually occur at larger distances
to the signs when signs are comparably small in the image.
Typical false positives of our sign detector arise on blue or
yellow colored objects that are not (yet) picked-up by our
object detectors and match the expected geometry of road
signs.
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VI.

C ONCLUSION

In this work, we presented a stereo-vision based approach
for road sign detection. The proposed system architecture couples low-level color-based segmentation with higher-level 3D
constraints on sign geometry as well as temporal integration.
Through careful optimization regarding computational costs
our integrated system is able to operate at real-time speeds of
25 Hz with competitive performance on challenging real-world
data.
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The presented method is designed to be part of a larger
multi-sensor system for self-localization and for determination
of the road category the ego-vehicle is currently driving on.
In a real-world system, this decision is mainly driven by
high-resolution digital maps and corresponding localization
schemes, e.g. [17]. Besides vision-based localization, [8], the
presented approach adds another cue derived from stereovision to contribute to that decision which is particularly
relevant for reliability and redundancy reasons.
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